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Abstract—Sound at frequencies above (ultrasonic) or be-
low (infrasonic) the range of human hearing can, in some
settings, cause adverse physiological and psychological effects
to individuals. We investigate the feasibility of cyber-attacks
that could make smart consumer devices produce possibly
imperceptible sound at both high (17-21kHz) and low (60-
100Hz) frequencies, at the maximum available volume set-
ting, potentially turning them into acoustic cyber-weapons.
To do so, we deploy attacks targeting different smart devices
and take sound measurements in an anechoic chamber.
For comparison, we also test possible attacks on traditional
devices. Overall, we find that some of the devices tested are
capable of reproducing frequencies within both high and low
ranges, at levels exceeding those recommended in published
guidelines. Generally speaking, such attacks are often trivial
to develop and in many cases could be added to existing
malware payloads, as they may be attractive to adversaries
with specific motivations or targets. Finally, we suggest a
number of countermeasures for detection and prevention.

Keywords-acoustic weapons, malware, cyber-attacks

[. INTRODUCTION

Concerns about the potential for malware to harm
citizens by compromising smart consumer devices have
become increasingly prevalent [59], [12]. However, little
attention has been paid to the ability to directly cause
material harm to users of compromised systems.

In this paper, we focus on malware that may have
direct psychological and/or physical impacts on the users
of hosts under attack. In particular, we set out to study
the feasibility of attacks developed to control consumer
devices and make them reproduce sound that is likely
to be imperceptible to a significant proportion of the
population at both high (17kHz-21kHz) and low (60Hz-
100Hz) frequencies, but also possibly damaging to them. If
such noise is emitted at sufficient levels, and for sufficient
periods of time, a number of short-term and long-term
adverse physical and psychological effects may occur (see
Section II for a primer on high- and low-frequency noise
and their adverse affects).

We rely on an experimental methodology to design
and deploy a range of attacks on a variety of devices
and take sound measurements in an anechoic chamber in
order to assess the capabilities of a sample of consumer
equipment both in terms of the frequencies and sound
levels achievable. We first report on a few smart devices,
whereby smart here denotes devices with a remote or local
network interface, including Internet-connected speakers
and headphones. For comparison, we also run attacks
against more “traditional” devices, which rely on intended
control channels like Bluetooth, or on physical access to

© 2020, Matthew Wixey. Under license to IEEE.
DOI 10.1109/SPW50608.2020.00031

88

the device in question. All the devices we experiment with
are publicly available, relatively modern and inexpensive,
and commonly purchased in both home and business
contexts.

Overall, we show that we can indeed re-purpose some
devices for local or remote acoustic attacks by an attacker
with the objective of causing direct harm to humans.

Of the eight device set-ups tested, four (two smart, two
traditional) were capable of emitting high-frequency noise
(HFN) and/or low-frequency noise (LFN), at levels which
exceed published guidelines relating to the maximum
recommended levels. More specifically, a smart speaker
and a headphones set did that for both HFN and LFN; a
parametric speaker for HFN only; and a loudspeaker for
LEN only. To the best of our knowledge, ours is the first
attempt to demonstrate the feasibility of extending mal-
ware and cyber-attacks into the field of acoustic weapons.
For safety reasons, we do not provide full details of these
devices but can do so upon request.

We also show that attacks such as these can have un-
intended but significant effects on the physical equipment
itself; we were able to cause permanent damage to the
smart speaker by playing a particular frequency for a
few minutes at maximum volume. This was disclosed
to the manufacturer, who subsequently notified us that a
mitigation would be applied to address this issue. Finally,
we discuss a number of possible countermeasures.

II. BACKGROUND

HFN and LFN. Frequencies believed to be above or
below the range of human hearing are often defined as ul-
trasonic or infrasonic, respectively. More specifically, the
former encompass higher frequencies, usually 20kHz and
higher [30], while the latter are in the range 0-20Hz [37].
However, as highlighted by Duck and Leighton [17],
founding a definition on a lack of a property (namely,
non-audibility) is problematic, particularly with a concept
that is highly subjective. In this paper, we focus on High-
Frequency Noise (HFN) in the 17kHz-21kHz range, due
to the reported capacity of some consumer devices, such
as mobile phones, to produce noise at approximately these
frequencies [19], [35], as well as Low-Frequency Noise
(LFN), typically described as 20-200Hz [8]. However,
for the latter, we restrict testing to the 60-100Hz range,
following the results of a pilot study, presented in IV-A,
which indicated that available devices would not be capa-
ble of reproducing lower frequencies.

Hearing Thresholds. A common misconception is that



healthy humans are unable to perceive noise above a
20kHz threshold or below 20Hz [18]. However, percep-
tibility does not solely depend on theoretically defined
cut-off points. In fact, the mechanisms of perception of
both low and high frequencies are complex and not fully
understood [33], and, there is a significant amount of
variation in the ability of people to detect HFN and
LFEN [35], [37]. For instance, some individuals have re-
portedly been able to hear frequencies above 17.8kHz [17]
or higher [16], [33], [47], or down to 1.5Hz in certain
conditions [36]. To a large extent, this depends on a
number of factors, including the sound pressure level
(SPL), and levels of background noise, etc. Additionally,
lower frequencies may be perceived, but not necessarily
as “sound” [37], and the generation of high frequencies
may cause subharmonics in the audible range [30], [17].
However, there is a general consensus that the likelihood
that people can hear sounds declines non-linearly with
increasingly higher [4] and lower frequencies [44] and
that, for the former, hearing thresholds generally increase
with age [38]. Put simply, it is likely that many people,
particularly older adults, cannot hear sound at the ranges
we test in this paper.

Adverse Effects of HFN/LFN. HFN and LFN have both
been associated with adverse physiological and psycholog-
ical effects. However, as with perceptibility, susceptibility
is again likely to differ significantly between individu-
als [34], [51]. While there have been no reports of high
frequencies causing permanent hearing loss [30], there
have been numerous reported cases of ultrasound hav-
ing adverse effects on hearing [17], including temporary
threshold shifts [1]; reductions in hearing sensitivity in the
audible range [38], [13], [68], [23]; neurasthenia, cardiac
neurosis, hypotension, bradycardia, and functional changes
in cardiovascular and central nervous systems [56]. Perma-
nent threshold shifts have only been associated with high
frequency exposure in the presence of high levels of lower
frequencies [35]. High frequencies have also been linked
to more subjective effects, including nausea, fatigue, and
headaches [17], [65], [30]; tinnitus and ear pain [13],
[20]; irritation [60]; somnolence, dizziness, palpitations,
and decreased concentration [56].

Although LFN has been associated with temporary
threshold shifts [37], and some correlation observed with
various conditions such as heart ailments, chronic insom-
nia [40], and elevated levels of cortisol [8], annoyance
is often the most common response [57], [48]. Other
subjective effects include headaches and palpitations [42];
deterioration in task performance [9], [8]; decreased pro-
ductivity [31]; and lower levels of cooperation and agree-
ableness [66]. These subjective effects are often reported
even at relatively moderate levels of between 40 and 45
dB(A) [8], [66], [48], [49], with noise sensitivity reported
to be a consistent predictor of depressive symptoms and
psychological distress [57].

Remarks. 1t is crucial to highlight that there are often

issues with definitively establishing a causal relationship
between HFN and LFN and adverse effects. Data is
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Table I: Mean and median of maximum permissible sound
pressure levels (MPSPLs), for different frequencies, as per [34].

(kHz) 8 10 125 16 20 25 315 40 50

Mean 80.00 83.08 82.67 83.89 96.91 111.08 113.91 114.09 115.28
Median 80.00 80.00 80.00 80.00 105.00 110.00 110.00 110.00 110.00

often sparse and anecdotal [35], and detailed knowledge
of the “noise dose” — including both the level and the
duration of the exposure — is required in order to evaluate
effects [16]. In fact, many effects have not been success-
fully reproduced in laboratory settings [21], although this
may be in part due to ethical restrictions on exposing
human subjects to potentially dangerous SPLs [35], [20],
or to the possibility of nocebo effects [21]. However, as
pointed out by Leighton [35], while it is not possible to
make definitive statements about causality, there exists a
significant evidence base for the threat of adverse effects at
lower intensities in a subset of the population. Moreover,
these threats are sufficiently evidenced that a number of
organizations and researchers have developed guidelines
detailing recommended maximum permissible exposure
levels for both HFN and LFN.

Exposure Guidelines. There are often significant differ-
ences in the way these levels are calculated and imple-
mented, and in the proposed recommendations for compar-
ison and evaluation against them. In this paper, we will not
assess the merits, or lack thereof, of individual guidelines,
but will instead use them to compare our generated levels.

Leighton [34] presents a compendium of maximum
permissible sound pressure levels (MPSPLs), the means
and medians of which are reported in Table I. As noted
in Leighton’s follow-up work [35], many of these guide-
lines are based on small samples, often only including
adult males and predominantly focusing on occupational
environments rather than public exposure. Although the
research base may be too small to support such guide-
lines [34], there is, at least, something of a consensus [30],
particularly for the fact that A-weighting — commonly used
for exposure guidelines in the audible range — is limited,
as it significantly underestimates higher frequencies [35].
Our measurements are thus taken using Z-weighting — a
flat frequency response 10Hz-20kHz, which, unlike A-
weighting, does not apply any attenuation for sounds
above or below the commonly understood “audible range.”
In Section V, we will compare to the various guidelines
using this weighting, with notation LZ.

We are unaware of any similar compendium relating
to safety guidelines regarding exposure to LEN. However,
several bodies have published reference curves for the as-
sessment of disturbance caused by LFN. For our analysis,
we use a reference curve proposed in 2011 [43], reported
in Table II, which was devised after an assessment of pre-
viously published reference curves. This reference curve
proposes the use of L.q. Since no weighting is applied,
we measure and compare our results using LA in third-
octave bands (TOBs). There is a general consensus that
A-weighting may underestimate the effects of LFN [37],
[62] due to its attenuation at lower frequencies, so this



Table II: Reference curve by Moorhouse et al. [43] for assessing
LEN. Levels shown as Leq in centered third-octave bands (TOBs).

(Hz) 10 12.5 16 20 25 31.5 40 50 63 80 100 125 160
92 87 83 74 64 56 49 43 42 40 38 36 34

should be taken into account when reviewing our results
in Section V.

I1I. RELATED WORK

High-Frequency Noise (HFN). Previous work has studied
HFN in the context of enabling or supplementing attacks.
More specifically, researchers have used ultrasound to cre-
ate covert communication channels [27], [69], [15], find-
ing that many consumer devices are capable of emitting
HFN [35], [19]. Other research involving HFN includes
the disruption of obstacle-detection systems by introduc-
ing attacker-controlled ultrasound to perform echolocation
jamming [71], [69]. Also, Bolton et al. [10] explore the
capability of both audible and inaudible noise to corrupt
data being written to hard disk drives, while Mavroudis et
al. [39] first and Cunche et al. [14] later investigate the use
of ultrasonic beacons as tracking devices in the context of
targeted marketing, exploring related privacy implications.
Finally, we are not aware of any security-related research
into the use of low frequencies.

Physical Harm. Researchers have examined the ways in
which malware could be used to cause physical harm in a
number of contexts, e.g., embedded medical devices [26],
[67], [55]. Depending on the specific device and context,
an attacker can cause significant, life-threatening harm by
exploiting vulnerabilities in such systems. Other research
in a similar vein has explored the physical risks posed
by vulnerabilities in transport systems, such as connected
cars [7] or air traffic control systems [11], as well as
the manipulation of IoT devices to force them to strike
humans [52].

Overall, there has been little research on the ability of
attackers to directly harm users through malware and other
attacks, i.e., by manipulating the ordinary outputs of de-
vices to cause adverse effects. One exception appears to be
work on the inducement of epileptic seizures. Poulsen [50]
reports on a series of attacks against a forum for epilepsy
sufferers: attackers uploaded flashing images, successfully
causing a number of seizures in forum users. Oluwafemi
et al. [46] and Ronen and Shamir [54] also discuss vul-
nerabilities in connected lighting devices, finding that an
attacker can cause vulnerable systems to flash in patterns
consistent with those known to induce seizures. To the
best of our knowledge, our work is the first to examine
the feasibility of acoustic attacks using malware or cyber-
attacks.

Acoustic Weapons. Perhaps as a result of a substantial,
albeit often anecdotal, evidence base, there has been
significant historical interest in the development of devices
that could be used to deliberately expose people to harmful
levels of sound, and it it is generally agreed that, in princi-
ple, acoustic weapons could be used to covertly generate
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adverse effects in humans [35], [3]. However, this topic
has been the subject of frequent misunderstandings, con-
troversy, and rumors [63], [44]. For example, in late 2016,
staff at the US embassy in Cuba reported health problems
including tinnitus and cognitive difficulties, and some
researchers, as well as many media outlets, speculated
that these may have been caused by acoustic attacks [58].
However, others have disputed these claims, suggesting
the cause may have been mass psychogenic illness [5] or
microwave radiation [22], and that a recording of sound
linked to the attack may be a calling song of an insect [58]
or unintentional intermodulation distortion [70]. Whilst
the exact cause is unknown, there is a consensus that
acoustic weapons are an unlikely candidate, primarily due
to their impracticality [5]. Practicality is often cited as
one of the most prominent barriers to deploying acoustic
weapons, which serves in part as a motivation for our
work. Altmann [2], for example, notes that threshold
shifts, not being immediately felt or causing an immediate
impact, would be of little interest to those deploying
acoustic weapons, and that it would be challenging to
cause targeted, directional effects. Bartholomew and Perez
[6] agree with the latter point, arguing that the need for
close proximity, the required size of the acoustic weapon,
and the rapid diffusion of ultrasound, would make such
weapons impractical. However, as our results suggest, the
deployment of acoustic attacks in the context of cyber-
attacks could to some extent negate these disadvantages.
Attackers may be able to affect victims over extended
periods of time, particularly as users of consumer devices
are typically within fairly close proximity to them, often
for long periods. Therefore, concerns over practicality with
regards to size and diffusion would seem less relevant with
the advent of smart devices.

Remarks. Overall, while previous work has explored the
ability of cyber-attacks to cause physical or psychological
harm to users, there has not yet, to the best of our
knowledge, been any empirical work on the capacity of
malware to create localized acoustic weapons.

IV. METHODOLOGY

We now present our methodology to assess the feasi-
bility of acoustic attacks on commodity hardware. We do
so on several commonly purchased and publicly available
“smart” devices that can produce sound, namely: laptops,
mobile phones, and smart speakers. We also include a pair
of smart headphones in this category. (Overall, smart here
denotes devices with a remote or local network interface,
including Internet-connected speakers and headphones.)
As a comparison, we also use more traditional audio
equipment: parametric speakers, loudspeakers, vibration
speakers, and a vehicle-mounted PA system.

A. Pilot study

In order to obtain an initial indication as to whether
consumer devices were indeed capable of producing HFN
and LFN, we conducted a pilot study using four of the



selected devices: a laptop, mobile phone, loudspeaker, and
smart speaker. The experiments were also conducted in the
anechoic chamber used for our full study, using the same
proof-of-concept attacks (presented in Section IV-C). As
the goal was not to precisely measure audio emissions, but
to simply assess whether the devices could reproduce the
required frequencies, we used two publicly available An-
droid apps, Ultrasound Detector [25] and Infrasound De-
tector [24], and a factory-calibrated Dayton Audio iMM-
6 external microphone connected to an Android phone.
This is reasonable as modern smartphones are generally
considered suitable for occupational noise measurements,
within the limitations of the device in question [32].

Our findings showed that, while all the devices ap-
peared to be capable of reproducing HFN, from around
60.5dBSPL to 91.5dBSPL, only the smart speaker and
loudspeaker were capable of reproducing LEN at a rea-
sonable level (50Hz at 63.4dBSPL).

We also observed a distinct increase in temperature in
the smart speaker, following the production of HFN at
maximum volume. More specifically, the speaker became
noticeably hot to the touch and gave off a strong odor of
burnt plastic after the HFN testing runs. However, we did
not observe any smoke or flame coming from the device,
and assumed that the production of HFN at maximum
volume had caused some form of internal damage to an
electronic component.

Moreover, some time after the pilot study, we noticed
that the speaker’s ability to reproduce higher frequencies
had been impaired.

B. Experimental Setup

Testing Environment. Our experiments were conducted
in an anechoic chamber at UCL. While this was necessary
in order to accurately and safely measure emitted noise, it
should be noted that in a real-world environment, ambient
sounds and certain types of environment may amplify or
reduce the effects of LFN or HFN. Owing to the nature of
the study, and the reported association between high levels
of LFEN/HFN and adverse effects on people, we did not use
human subjects for this research; instead, we measured the
sound emitted from each device as a consequence of the
attacks, and assessed whether or not the resulting levels
exceeded published maximum permissible levels.

Ethics. A full risk assessment was conducted prior to the
experiment, and ethics approval was obtained from our
institution.

Device Set-Ups. Our experiments involved: 1) a Windows
laptop, 2) an Android smartphone, 3) a pair of wireless
over-ear headphones, 4) a smart speaker, 5) a loudspeaker,
6) a vibration speaker, 7) a parametric speaker, and 8)
a vehicle-mounted PA system. To minimize risks to the
general public, we do not include details of specific brands
and models, or the code for our attacks, in this submission,
however, they are available upon request.

Procedure. We placed each device inside an anechoic
chamber, along with a Class I sound level meter, spot-
calibrated by the supplier, and placed at a distance of

91

one meter from the device. Each device was made to
play or stream a WAV audio file of a single frequency
tone, generated online!. We initiated each tone on each
device for a period of ten minutes, using a specific attack
developed to test that particular device, as discussed later
in Section IV-C. Following each ten-minute period, the
anechoic chamber was opened and readings were taken
from the sound level meter.

Frequency Measurements. Note that all but one of the
frequencies being tested was below 20kHz, thus, we
took measurements using Z weighting (a flat frequency
response in the band 10Hz-20kHz) in these cases. For
test runs involving the ultrasonic frequency (21kHz), we
used a proprietary high-pass filter weighting developed
by the sound level meter manufacturer, known as HPE
(high-pass extended). For test runs involving LFN, our
original intention was to use G-weighting, which is the
ISO 7196:1995 standard for measuring infrasound in the
band 1Hz-20Hz. However, the results of our pilot study
indicated that many consumer devices were not capable
of producing noise in this range. Therefore, we increased
the frequencies being tested to 60Hz, 80Hz, and 100Hz.
These still fall within most definitions of LFN and are still
associated with reported adverse effects, as discussed in
Section III, but are not infrasonic, and were thus suitable
for Z-weighted measurements rather than G-weighting,
which is designed exclusively for infrasound [33].

C. Attacks on Smart Devices

Smart Speaker. Our attack against the smart speaker
relied on a (previously disclosed) vulnerability affecting
a number of smart audio products; specifically, that no
authentication is required between the smart speaker and
the controller. As previously discussed, we do not disclose
details of specific models affected for safety reasons,
however, we can say that our experiments are performed
on a speaker released a couple of years ago for around
$200.

To execute the attack, we wrote a script which scans the
current local network for smart speakers of a particular
brand. If any are found, and are inactive, the script
retrieves the current volume level as an integer and stores it
as a variable, raises the volume to maximum, and streams
a requested WAV file hosted on a web server controlled
by the attacker.

Headphones. We also used wireless headphones (released
approximately two years ago, costing around $400). Note
that we did not attack the headphones directly, but tested
the capability of the headphones to reproduce HFN and
LFN using the Windows malware described below, by
connecting the headphones to the laptop over Bluetooth.
Whilst some of the “traditional” devices we test also
use Bluetooth, headphones are reported to be increasingly
attached to smart devices [61], [41] and so we include
them in the “smart” category, as attacks using headphones
are not reliant on attacking an intended controlled channel

Uhttps://www.audiocheck.net



such as Bluetooth, but could be achieved by attacking a
smart device to which they may be attached. Here, we
placed the sound level meter approximately one centimeter
from the headphone’s speakers, aiming to simulate as
closely as possible the effect a user would experience
while wearing the device.

Windows Laptop. We developed proof-of-concept Win-
dows malware, with WAV files corresponding to each
target frequency embedded in the malware. The malware
contacts a simple command-and-control server to play
specified WAV files on command. Note that we experiment
on a mid-range laptop released a couple of years ago,
priced in the order of $1,000.

Android Phone. We also developed a proof-of-concept
Android app to simulate a malware-infected phone, with
WAV files corresponding to each target frequency embed-
ded in the malware. This app has the same functionality
as that described for the Windows laptop malware. Again,
we used a mid-range phone released about two years ago,
priced at around $200.

D. Attacks on Traditional Devices

Vibration Speaker and Loudspeaker. Due to the lack of
a diaphragm, vibration speakers typically have a smaller
profile and can be attached to a variety of surfaces
unobtrusively, possibly making them an attractive choice
as repurposed acoustic weapons — either through an at-
tacker executing an attack against another user’s device,
or purchasing and using their own. The vibration speaker
we used was controlled through Bluetooth, as was the
loudspeaker. For both of these devices, we paired the
speaker to the Android phone and used our Android
malware to play the targeted tones through these speakers.
The loudspeaker model is about two years old and costs
around $50, while the vibration speaker model is five years
old and cost around $70.

Parametric Speaker. Parametric speakers use ultrasonic
carrier waves, typically at 40kHz, to transmit high-
intensity directional audio in a relatively small area of
focus, essentially creating a “beam” of sound.

Note that the speaker we used has no smart capabilities
and no remote or local command channels; instead, a
standard 3.5mm audio cable is used to connect the speaker
to an audio source. For our tests, we connected this speaker
to our Windows laptop and used the Windows malware to
play the targeted tones through the speaker. As this speaker
is known to use 40kHz carrier waves, we also measured
its emissions at this frequency using the HPE filter. This
device is roughly the size of a mobile phone, and available
for purchase online at a moderate cost, around $250,
therefore, it could be used as a low-cost portable acoustic
weapon by an attacker — particularly as the directional
nature of the transmitted audio may allow them to target
a specific location.

PA System. Finally, we used a vehicle-mounted PA sys-
tem, which, like the parametric speaker, has no network
interfaces. It automatically plays audio upon inserting a
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storage device, e.g., a USB drive or a SD card. For each
test, we placed an audio file on a USB drive that was
plugged into the device. As with the parametric speaker,
the attacker could purchase a similar device with the
intention of using it as a ‘mobile’ acoustic weapon when
mounted on a vehicle.

Additional attacks. We devised two more possible at-
tacks in addition to those described in Sections I'V-C and
IV-D, which, rather than targeting specific devices, would
be suitable for deployment generally. However, as these
would have utilized the same audio components being
tested, and since they rely on targeted users having their
volume set high enough to cause harm, we did not include
them in our testing plan. Nevertheless, they might remain
plausible attack scenarios, thus, we briefly discuss them
here. The first additional attack relies on the HTMLS audio
tag; specifically, the autoplay attribute. In this instance,
an attacker would need to persuade a victim to visit a
particular attacker-controlled server, and a selected tone
hosted on the attacker’s server would autoplay at whatever
volume is currently set, without the user’s knowledge—
even though, depending on the browser being used, a small
speaker icon might appear on the relevant tab. As it is not
possible for code on a webpage to manipulate a user’s
system volume, the efficacy of this attack, in terms of
causing harmful levels of audio, depends on the volume
set on the user’s device.

Another attack involves the deliberate manipulation and
insertion of particular audio into a pre-existing audio track.
Here the attacker may have access to a legitimate audio
file that they know an intended victim will play at some
point. This could be, for instance, a YouTube video, a film
soundtrack, or some other audio. Using an audio editor,
the attacker could decrease the level of the legitimate
audio, and insert an ultrasonic or low-frequency tone
of their choosing at a much higher level. Upon playing
the manipulated file, the user is likely to assume that
they do not have their system volume turned up high
enough, or that the legitimate audio was not recorded at
sufficient levels, and as a result may significantly increase
their system volume — leading to exposure to potentially
harmful levels of the attacker-selected tone. As with the
previous attack, this approach would require the system
volume of the device in question to be high enough to
emit harmful levels of audio.

Remarks. Overall, our attacks are realistically viable in the
wild. In addition to many of the smart devices we tested
being ubiquitous in a number of diverse environments,
including homes, businesses, and public or social events,
many of the attack vectors are “generic.” For instance,
there are multiple ways to deploy malware infections on
a laptop or mobile phone, and other devices, such as
the headphones, could be used for attacks arising from
a number of vectors.

We also experiment with a number of traditional de-
vices. These attacks are perhaps less realistic, lacking
vulnerable control channels and connectivity and typically
requiring either physical access or close proximity. We



Table III: Levels observed during our HEN trials. Levels (LZ,
in centered TOBs) which exceed the mean and/or median average
of MPSPLs in Leighton [34]’s guidelines are in bold.

17kHz 19kHz 21kHz(HPE) 40kHz

Smart speaker 8 352 43.8 -
Headphones 875 812 79.8 -
Laptop 63 64.5 45.5 -
Mobile phone 59.4 58.3 16.9 -
Loudspeaker 59.4 485 54.5 -
Vehicle PA 753 205 18.5 -
Vibration speaker 47.7 36.1 27.3 -
Parametric speaker 85.1 84.2 971 117.7

Table IV: Levels observed during our LEN trials. Levels (LA,
in centered TOBs) over the reference curve values are in bold.

60Hz 80Hz 100Hz
Smart speaker 47.5 59 71.6
Headphones 37.5 39.9 40.2
Laptop 2 0.1 3
Mobile phone 1 1.2 6.5
Loudspeaker 38.2 51 64.2
Vehicle PA 137 226 337
Vibration speaker 24 21.1 18.4
Parametric speaker -0.6 0.5 28.6

include them in our testing both as a comparison to the
tested smart devices, and to investigate whether the abuse
of more traditional consumer equipment may also be an
attractive avenue for attackers.

V. EXPERIMENTAL EVALUATION

Overview. Overall, we find that several devices (two
smart, one traditional) were capable of producing HEN at
levels exceeding the recommended exposure limits. Addi-
tionally, a number of devices (two smart, one traditional)
were capable of producing levels at or above LFN limits.

High Frequency Noise. As discussed in Section II, we
used the compendium of MPSPLs for airborne ultrasound
in Leighton [34] to assess the capability of the devices to
reproduce HFN. Results are reported in Table III, which
show several results exceeding the mean average of these
MPSPLs at relevant frequencies.

Note that the smart speaker produced a high of 86dB
(all results LZ) at 17kHz, but subsequent HFN trials
produced much lower levels. This is due to the result
of internal damage caused to the speaker during the
experiment, which we discuss later in this section.

Low Frequency Noise. LFN tests generally produced
lower levels than the HFN tests. However, as many
researchers report [8], [66], [48], adverse psychological
effects associated with low frequency sound are often
observed at relatively moderate levels. To compare our
results to the LFN reference curve [43], we apply A-
weighting to the levels observed at TOB center frequen-
cies, as shown in Table IV. It should be noted that
A-weighting results in significant attenuation at lower
frequencies, down to -26.2dB in the 63Hz centered TOB
(the lowest band used in our analysis), and as much as

93

Table V: Highest components outside our tested ranges, ob-
served during LFN and HFN trials, between 125Hz and 12500Hz
TOB centers. Levels shown in LZ.

TOB Center (Hz) Level
Smart speaker (60Hz) 200 64.2
Smart speaker (80Hz) 160 72.5
Smart speaker (100Hz) 200 73.5
Smart speaker (17kHz) 6,300 75.1
Headphones 100Hz 125 39.5
Headphones (17kHz) 12,500 44.2
Headphones (19kHz) 1,000 23.6
Headphones (21kHz) 1,250 23.9
Loudspeaker (80Hz) 250 65.6
Loudspeaker (100Hz) 500 69.0
Vehicle PA (17kHz) 1,600 60.8
Parametric speaker (17kHz) 12,500 74.3
Parametric speaker (19kHz) 12,500 71.2
Parametric speaker (21kHz) 12,500 69.4
Parametric speaker (40kHz) 12,500 75.2

-85.4dB at 6.3Hz. As a result, the A-weighted levels are
significantly lower than our Z-weighted measurements.

Audible components. In some cases, we observed that
additional components outside our tested ranges, and
therefore more likely to be audible, were also generated at
significant levels. The highest levels, i.e., between 125Hz
and 12500Hz (TOB centers), are reported in Table V for
each device tested.

Note that sounds at other frequencies may not al-
ways present a significant obstacle to an attacker. The
headphones, for instance, produced relatively low noise
at other frequencies, which would likely go unnoticed.
However, other devices produced substantial noise at other
frequencies. The parametric speaker in particular produced
sound of relatively high levels at 12.5kHz. Therefore, these
issues may present significant obstacles to an attacker
wishing to remain covert, depending on variables such as
ambient noise, the environment, and the ability of users
to perceive sounds at certain frequencies.

A. Damage

We could not replicate the significant temperature in-
creases observed in the smart speaker during the pilot
study. However, we did note a similar burning odor
following the HFN test runs for the smart speaker, and
observed a similar degradation in performance. Examining
the time history from the sound level meter logs allowed us
to investigate this further, and we noted that the speaker
appeared to have experienced a marked and critical de-
crease in performance after approximately five minutes of
emitting a 17kHz tone at maximum volume, from which
the speaker did not recover.

To assess the damage to the smart speaker, we made
two recordings of an audio track — a piece of popular
music — played through a newly purchased smart speaker,
in the anechoic chamber. One recording was made before
testing, and the other after the HFN test runs had been
completed. Comparing the recordings, we observed a
significant decrease in the quality of the sound. Further
examination using spectrograms, shown in Fig. 1, show
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Figure 1: Spectrograms in the audio editor software Audacity, for the pre-experiment recording (a) and post-experiment recording
(b) of the smart speaker.

that the speaker appeared to have lost the ability to
reproduce frequencies above approximately SkHz. This
effect, which may be the result of some sort of internal
overheating or similar damage, appears to be permanent.
This issue was disclosed privately to the manufacturer, and
We received notification approximately two months after
initial disclosure that an update would be rolled out to
resolve the problem, however, at the time of writing, this
has not yet been confirmed. We have not disclosed issues
relating to the emission of HFN or LFN for any of the
other devices as these are not addressable vulnerabilities
as such. Rather, our attacks demonstrate repurposing of
intended functionality.

VI. DIScusSION

We now provide a broader discussion of our work and
its implications.

A. Results Summary

Out of the eight device set-ups we tested in our experi-
ments, we found that four (two smart, two traditional) were
capable of emitting HFN and/or LFN at levels exceeding
the averages of those deemed permissible by various
bodies such as those referenced in Table I. More precisely:

1) The smart speaker and the headphones exceeded

levels for both HFN and LFN;
2) The parametric speaker for HFN;
3) The loudspeaker for LFN.

Attacks against headphones in particular may be attrac-
tive to attackers seeking to attack smart devices in order
to produce acoustic effects. Indeed, headphones are being
increasingly used in developed countries [28], often at
high volumes and associated with decreased hearing acuity
and hearing loss [61], [41], particularly among young
people [64], [29]. Moreover, as mentioned previously, they
are often connected to devices such as laptops, mobile
phones, and tablets.

It is also possible that the smart speaker is capable of
producing HFN at high levels, and our results indicate this
was the case for a short period of time. However, this led
to the speaker suffering permanent damage.

There are also a number of other attacks, such as the
browser or audio manipulation techniques described in
Section IV-D, which could be used to target such users.
A variation of the laptop or phone attacks (presented in
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Section IV-C) could also be used to trigger the delivery
of sound only when the malware detects that headphones
are attached.

B. Limitations

Naturally, our work is not without limitations. Our
experiments were conducted on a relatively small scale
and with a limited number of devices, as we aimed to
provide a feasibility study of an understudied problem.
Moreover, due to constraints on the availability of the
anechoic chamber, we limited our testing to short exposure
times of ten minutes per frequency per device, and to take
consistent readings, we placed the sound level meter at a
distance of one metre from the device in question, and did
not examine other scenarios or distances, except for the
headphone tests. We hope that future research in this area
will both examine the effects of these attacks on equipment
over longer periods — as the consistent emission of HFN or
LFN at high volumes may significantly degrade electronic
components, rendering these attacks much less effective —
and in more realistic scenarios and distances.

Moreover, to a large extent, successful acoustic attacks
need to rely on (a) the attacker being able to manipulate
a given device to emit sufficient levels of noise; (b) the
victim not perceiving the emitted audio; (c) the victim
being susceptible to the effects; and (d) the device being
capable of producing high levels over time. While we
have empirically demonstrated (a), and (d) to a certain
extent, we acknowledge that further experiments would
be required with respect to (b) and (c) especially. How-
ever, we are obviously constrained in carrying out these
experiments by ethics regarding human experimentation
and the safety of study participants.

Previous research has examined the effects of HFN
and LFN on humans, albeit at attenuated levels [20],
which has allowed us to extrapolate findings to real-world
effects; this remains a limitation both in terms of assessing
actual effects and in determining if the tones deployed, or
artifacts thereof, would be perceived. As discussed above,
some (but not all) of the tested devices emitted noise
at frequencies and levels more likely to be perceived,
which could therefore compromise the covert nature of
the attacks.



VII. COUNTERMEASURES

We now discuss possible avenues to mitigate the acous-
tic attacks presented in this paper. Specifically, we consider
specific countermeasures besides generic ones like restrict-
ing the installation or the execution of unauthorized code.

One avenue would be to follow suggestions by Desho-
tels [15] about prevention/detection of imperceptible sound
as a covert channel. These include limiting the frequency
range of speakers to frequencies in the typically audible
range; visibly alerting users when device speakers are in
use; filtering files during processing, such that frequencies
outside the audible range are removed; and, in the case of
mobile devices, implementing a permissions restriction on
the use of speakers by apps, so that a user has to manually
approve this.

As a proof-of-concept, we adapted an existing open-
source software project’, originally intended to be a
sound-activated recorder and audio visualisation tool for
Windows, to show alerts when noise above certain fre-
quency ranges and user-specified thresholds is detected.
Source code for this application is available publicly?.
Naturally, this approach does rely on the capabilities
of the microphone and soundcard on the host, arguably
making it somewhat unrealistic for everyday consumer
use, particularly in the case of true ultrasonic sound, or
lower frequency sound sub-50Hz.

A similar approach could be used for mobile-based
detection. In our pilot study, we used two free Android
apps from the Google Play Store, along with a relatively
inexpensive external microphone, and found that they were
able to generate alerts when sounds exceeded certain
levels, particularly with HFN. A wide range of other
apps, for both iOS and Android, may be suitable for
noise measurements, as a low-cost alternative to traditional
SLMs [32], [45], [53], albeit within device limitations and
with the caveat that there may be a decrease in accuracy.
While many of these apps do not target HFN or LFN
specifically, they may be able to generate alerts when
certain level thresholds are exceeded.

It also remains crucial that employers comply with
applicable legislation pertaining to acceptable noise limits.
As noted in Section III, while a number of guidelines
and measurement and assessment criteria exist for both
LFN and HEN, researchers have argued that these may be
inadequate due to methodological issues [34], underesti-
mation of effects [37], [62], and a lack of clarity on the
applicability of occupational guidelines in other contexts,
such as public exposure [35].

An additional countermeasure could be to include
heuristic features in consumer and enterprise antivirus
detection engines, aiming to detect these attacks. For
instance, there are few legitimate reasons for applications
to need to alter the system or media volume.

We advise users owning smart speakers that allow con-
trol of certain functions (playing/streaming audio, chang-

Zhttps://www.codeproject.com/Articles/22951/
Sound- Activated-Recorder- with-Spectrogram-in-C
3https://github.com/catz3/SoundAlert-example
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ing volume) over a network to not employ port forwarding
or UPnP, which would expose their speaker to potential
remote attack. Where the control of such speakers over an
API remains unauthenticated, this may still present a risk
on a local network.

Finally, we argue that effective countermeasures miti-
gating the attacks presented in this paper could also be
deployed to detect covert transmissions using ultrasonic
audio, an active area of research as applied to both ultra-
sonic tracking, with subsequent privacy applications [39],
and to air-gap bypasses [27], [15], [69].

VIII. CONCLUSION

This paper presented a novel class of attack, combining
existing and new proof-of-concept malware and attacks
to cause ordinary consumer devices to produce high-
frequency noise (HFN) and low-frequency noise (LFN)
at high levels. We empirically verified these attacks on a
number of commodity hardware devices. Specifically, we
found that a few devices appear to be capable of producing
potentially imperceptible sounds at levels at or exceeding
several recommended thresholds, as a direct result.

Like other researchers who previously attempted to
examine the psychological and physical effects of high
and low frequencies on humans, we found that the lack
of consensus for adequate safety guidelines for HFN and
LEN frequencies presents a challenge toward assessing the
real-world consequences of these attacks.

However, the triviality of executing these attacks, and
the size of the potential attack surface, could mean that the
repurposing of consumer equipment for acoustic attacks
may be viable for attackers aiming to directly cause harm
to humans.

In future work, we plan to examine the capabilities of
a wider range of equipment, in a variety of environments
and at different distances. In particular, testing other smart
speakers and headphones will provide a better understand-
ing of the threats these devices may present. Moreover, for
practical reasons, we limited our research to an assessment
of consumer products which were relatively inexpensive
and portable, and took measurements in an anechoic
chamber at a distance of one meter. However, our attacks
could be applied to larger and more powerful equipment
with the potential to affect many more people in a wider
area and to a much greater extent. For instance, an attack
against a connected PA system at a music or sporting
event, or against the speaker system in a vehicle, could
produce audio at much more harmful levels. Other, more
“noisy” channels, such as smart television broadcasts, or
injecting HFN or LFN into phone conversations, may also
be effective, particularly as the presence of other, more
audible frequencies in such channels may decrease the
likelihood of HFN/LEN being perceived by the victim.

We will also examine the applicability of these attacks
to offensive cyber-campaigns at scale. For instance, an
attack against an organization whereby many co-located
user laptops in an office environment are infected with
a self-replicating worm, using a payload similar to our



proof-of-concept Windows malware, could result in users
being exposed to more harmful levels of audio, for longer
durations.

Availability. As mentioned earlier, we have not released
the code of our proof-of-concept attacks, nor the speci-
fications of the devices in our experiments, in order to
minimize the risk to the general public. However, we can
do so upon request.
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